
Do animals learn 
models of their 
environment?

Elliot Ludvig 
University of Alberta

4th Barbados RL Workshop
April 14, 2009



Talk Outline

• (Very) Brief Overview of Conditioning

• What is learned?

❖ S-R Habits (Policies?)

❖ Other Associations (Simple Models)

❖ Cognitive Maps (Less Simple Models)

- Spatial, Temporal, and other



I. Conditioning 
Overview



Operant vs. Classical

• Conditioning is about how rewards influence 
behaviour 

• Classical = Prediction Problem

❖ What is going to happen?

• Operant = Control Problem

❖ What to do to maximize reward?



Pavlov
• Russian physiologist

• Interested in how learning happened in 
the brain

• Conditional and Unconditional Stimuli

www.psychlotron.org.uk  Contributed by Aidan Sammons  

Some Behaviourist Vocabulary 
 
Behaviourism has its own set of specialised terms to describe the learning process.  It is worthwhile getting to be familiar 
with these terms and, if possible, to use them in your own writing.  Some key behaviourist terms are: 
 
Term What’s this? 
Stimulus Any change in the environment that an organism registers. 
Response Any behaviour that the organism emits as a consequence of a stimulus. 
Reflex A consistent connection between a stimulus and a response. 
 
Pavlov’s Experiments with Dogs 
 
Pavlov started from the idea that there are some things that a dog does not need to learn.  For example, dogs don’t learn 
to salivate whenever they see food.  This reflex is ‘hard wired’ into the dog.  In behaviourist terms, it is an unconditioned 
reflex (i.e. a stimulus-response connection that required no learning).  In behaviourist terms, we write: 
 
Unconditioned Stimulus (UCS) ! Unconditioned Response (UCR) 
 
Pavlov showed the existence of the unconditioned reflex by presenting a dog with a bowl of food and the measuring its 
salivary secretions.   

 
 
 
 
 
 
 
 
 
 
 

Pavlov knew that somehow, the dogs in his lab had learned to associate food with his lab assistant.  This must have 
been learned, because at one point the dogs did not do it, and there came a point where they started, so their behaviour 
had changed.  A change in behaviour of this type must be the result of learning.  In behaviourist terms, the lab assistant 
was originally a neutral stimulus.  It is called neutral because it produces no response.  What had happened was that 
the neutral stimulus (the lab assistant) had become associated with an unconditioned stimulus (food): 
 
Unconditioned Stimulus (UCS) + Neutral Stimulus (NS) ! Unconditioned Response (UCR) 
 
In his experiment, Pavlov used a bell as his neutral stimulus.  Whenever he gave food to his dogs, he also rang a bell.  
After a number of repeats of this procedure, he tried the bell on its own.  As you might expect, the bell on its own now 
caused an increase in salivation.  So the dog had learned an association between the bell and the food and a new reflex 
had been created.  Because this reflex was learned (or conditioned), it is called a conditioned reflex.  The neutral 
stimulus has become a conditioned stimulus: 
 
Conditioned Stimulus (CS, formerly NS) ! Conditioned Response (CR) 
 
Note: salivation is a UCR when it occurs because of the presentation of food, because this is an unconditioned reflex.  It 
is a CR when it occurs because of the presentation of the bell because this is a conditioned reflex. 



Thorndike’s Puzzle Box



Law of Effect
• “Of several responses made to the same 

situation, those which are accompanied by 
or closely followed by satisfaction to the 
animal will, other things being equal, be more 
firmly connected with the situation, so that, 
when it recurs, they will be more likely to 
recur...” - Thorndike (1911), p. 244

❖ Very “unsatsifying”: circular



What is a reinforcer?

• Reinforcement is a difficult term to define 
non-circularly

❖ Biological drives

• Premack Principle

❖ Opportunity to engage in behaviour

• Bliss Point

❖ Can determine appeal of a behaviour



I. What is Learned in 
Conditioning?



Three-term 
Contingency

S R O



What do reinforcers do?

• Do reinforcers strengthen a bond between 
stimulus and response? (S-R)

• Do animals learn that responses lead to 
particular reinforcers? (R-O)

• Do animals learn that stimuli predict 
particular outcomes? (S-O)



Three-term 
Contingency

S R O



Stimulus-Response S-R

S R O

• A la Thorndike

• Outcome strengthen S-R link

• Habits or Policies?



Response-Outcome

S R O

• Goal-directed learning

• Incentive learning question



Stimulus-outcome

S R O

• Stimulus primes outcome

• Motivates responding that yields 
such an outcome



Stimulus ➱ Outcome

• Two possibilities

❖ Specific: Predicting Smarties

❖ Affective: Predicting Food in General

• Devaluation Experiments

❖ Train Cues for 2 flavours

❖ Devalue 1: Animals will avoid

Holland (1990



Habits and Goals
• Seems to be all 3

• Two experiments that 
illustrate:

❖ Reinforcer devaluation 
interacts with degree of 
training

❖ Pavlovian-Instrumental 
Transfer



2 Response Systems

• Habitual

❖ S-R habit after much training

❖ Parallel to human automaticity

• Goal-directed

❖ Controlled by the outcome

❖ Early in training



Stimulus ➱ Stimulus

• Universal Prediction

❖ Not just rewards

Phase 1 TestPhase 2

?SIM

SEQ

CON

Rescorla (1980)

Sensory Preconditioning
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Ludvig & 
Koop (2008)



Sensory Preconditioning
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III. Beyond Associations



Tolman

• Broke the S-R link by inserting 
the organism: S-O-R

• Three experiments:

❖ Latent Learning

❖ Detours

❖ Vicarious trial and error



Latent Learning

• Rats exposed to maze

❖ Latency decreases only 
if rewarded

❖ Group rewarded after 
11 days escapes faster 
than those always 
rewarded

Tolman & 
Honzik (1930)



Detours

Tolman & 
Honzik (1930)

• Rats allowed to explore 
maze

• Learn to run fastest route

• Except when that route is 
blocked off

❖ Evidence for Cog. Map?
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Vicarious Trial-and-Error

• Train rats to jump 
toward one of two 
patterns

• Near learning point, 
animals hesitate

❖ shuttle heads back 
and forth Tolman (1939)



Rat Spatial 
Planning?

• Place cells taken to 
next level

• During learning, rats 
pause at choice point

• Place cells fire 
according to 
“imagined” path

Johnson & 
Redish (2007)



Cognitive Maps

• Idea coined by Tolman

❖ Explains latent learning

❖ Detours/Shortcuts/VTE

❖ Maps writ large

• Spatial relations beyond S-R

• Modern version has map 
instantiated in hippocampus



Temporal Maps

TIME, RATE, AND CONDITIONING 317 

Figure 22. A: Diagram of experiments by Cole, Bamet, and Miller (1995b). The tone (black box ) was the 

primary conditioned stimulus (CS); the clicker (vertical striped box) was the second-order CS. B: Diagram of 

experiment by Bamet, Cole, and Miller (1997). The tone and the buzzer (black and gray boxes, respectively) 

were the primary CSs. The dashed vertical lines are aids to perceiving the expected temporal relation between 

the second-order CSs and the shock (the unconditioned stimulus [US]) when the remembered CS-US intervals 

from the different phases of conditioning are summed to yield the expected interval between the onset of the 

second-order CS and the US. 

phase down to the onset of the secondary CS.) They should show 

little CR for the same reason that animals that are given simulta- 

neous primary conditioning fail to respond to the CS. By the time 

they realize that the CS has come on, they have nothing to fear. In 

fact, this group showed very little fear (very little lick suppres- 

sion). But for the group that got trace conditioning, the expected 

interval to shock was 5 s when the clicker came on. They should 

have been afraid of the clicker, and they were, despite the fact that 

the clicker itself was never paired with shock. 

The reaction to the clicker in the group that got primary trace 

conditioning followed by backward second-order conditioning was 

not significantly weaker than the reaction to the primary CS (the 

Cole et al. (1995) as drawn in 
Gallistel & Gibbon (2000)
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Questions?


